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Abstract Keywords

Demand charges penalize a building’s peak power draw and of-
ten dominate commercial electricity bills, making battery storage
economically attractive. Yet deploying a single controller across
different tariff schedules remains difficult: optimization-based ap-
proaches such as Model Predictive Control (MPC) require costly
solvers and per-site engineering, while learned policies overfit to
the schedules they were trained on and fail when pricing win-
dows shift. We propose Tariff-Aware Imitation Learning, which
distills an MPC optimizer into a lightweight neural policy. The key
idea is to replace absolute clock time with tariff-derived input fea-
tures: whether a peak-pricing window is currently active, how far
away the next window boundary is, and the current energy price.
These features let the policy learn the economic logic of battery
dispatch rather than memorize a fixed schedule. During training,
models are selected by the electricity bill they produce in simula-
tion rather than by prediction error, aligning model selection with
the deployment objective. We evaluate on 25 commercial buildings
under three structurally different tariff designs. A single policy per
design, trained on only two rate schedules, transfers to unseen
schedules and reduces electricity bills by 12-15 %. A rule-based
heuristic given the same tariff information captures less than half
of these savings, confirming that the neural policy learns strategies
beyond simple threshold rules. Under noisy load forecasts (5 % error
and above), the learned policy outperforms MPC because it acts on
observed conditions rather than on degraded forecasts. Together,
these results show that explicit tariff encoding and economic model
selection turn a pre-trained network into a practical alternative
to site-specific optimizers, enabling scalable battery deployment
without per-site retraining or online solvers.

Code Availability: The code for this paper is available at this
GitHub repository.
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1 Introduction

The decarbonization of the commercial sector is increasingly driven
by the deployment of behind-the-meter Battery Energy Storage
Systems (BESSs) to mitigate high peak power costs. For commer-
cial and industrial consumers, demand charges typically constitute
30-70% of the monthly electricity bill [23], creating a strong finan-
cial incentive for demand charge reduction via peak shaving. The
economic viability of BESS depends critically on the intelligence of
the Energy Management System (EMS). Without precise control,
a battery may discharge too early or fail to capture the interval
that defines the monthly peak penalty. The high cost of developing
site-specific optimizers creates an adoption barrier, particularly
given the requirement for effective control immediately upon BESS
deployment.

The prevailing standard for battery control is Model Predictive
Control (MPC) [5]. MPC optimizes dispatch against utility con-
straints using mathematical solvers. While effective under the as-
sumed model, it requires costly hardware for runtime optimization
and substantial engineering to encode complex tariff logic. Each
new tariff structure demands custom constraint formulation and
solver tuning, limiting scalability to new sites. Ideally, an EMS
should be plug-and-play, controlling a battery under a new tariff
without retraining or on-site engineering.

Learning-based policies offer a path around the computational
burden of MPC [34]. Deep Reinforcement Learning (DRL) and Imi-
tation Learning (IL) compress optimizer logic into fast neural net-
works deployable on low-cost hardware. However, standard ap-
proaches lack structural generalization. A Behavior Cloning (BC)
agent trained on one peak-window configuration correlates abso-
lute time steps with discharge actions rather than learning the un-
derlying economic constraint. Transferred to a shifted peak window,
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such a policy continues to follow the learned schedule, discharg-
ing outside the actual peak window and forfeiting demand-charge
savings.

While prior work addresses generalization across load profiles
[7, 35], transfer across varying tariff structures remains under-
explored. We examine whether conditioning a neural policy on
explicit tariff features enables robust operation across shifted peak
windows without retraining.

We present Tariff-Aware IL, which turns expert optimization into
a transferable policy. Replacing absolute calendar time with relative
tariff features (peak-window membership, time-to-boundary sig-
nals, and energy price) enables the network to learn when demand
charges accumulate rather than memorizing a fixed schedule. To
align learning with the deployment goal, we select checkpoints by
closed-loop electricity bills instead of regression loss. Concretely,
closed-loop means the learned policy controls the battery in sim-
ulation and the resulting bill is recorded, rather than evaluating
action accuracy against teacher labels on a fixed dataset.

Our contributions are:

o Tariff-aware observation design: We introduce relative tariff
features that enable transfer across shifted demand-charge
peak windows, allowing the policy to interpret new sched-
ules at runtime.

o Bill-aligned model selection: We propose a bill-based check-
point selection criterion, demonstrating that selecting check-
points by validation Mean Squared Error (MSE) can lead to
higher realized costs.

e Experimental validation: We evaluate transfer across three
structurally distinct tariff families on 25 commercial build-
ings from five archetypes, quantifying bill savings, forecast
robustness, comparison against a tariff-aware rule-based
heuristic, and the contribution of individual features through
ablation.

2 Related Work

The transition from computationally expensive online optimization
to lightweight, data-driven control policies is a central theme in
modern EMS research. While significant progress has been made
in accelerating inference via imitation, ensuring robustness against
structural shifts, such as changing tariff schedules, remains an open
challenge. We review the related literature on energy management
along three thematic streams: Baseline approaches in optimization
and reinforcement learning, the acceleration of these baselines via
solver-distilled imitation, and the emerging paradigm of decision-
focused learning to ensure economic alignment.

2.1 Optimization and Reinforcement Learning
in EMS

Rigorous mathematical optimization remains a valid baseline for
handling the complex nonlinearities of utility rate structures. To
optimize BESS dispatch and demand-side load scheduling under
diverse schemes like Time of Use (TOU), Critical Peak Pricing (CPP),
and Real-Time Pricing (RTP), studies employ mixed-integer linear
programming and linear programming formulations to minimize
operational costs [1, 6]. While optimization-based approaches can
achieve strong performance, these online-solver approaches suffer
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from significant computational latency, often prohibiting real-time
deployment on resource-constrained hardware [16].

As amodel-free alternative, DRL has gained traction for its ability
to learn complex control policies without explicit system identifica-
tion [34]. Recent works have successfully applied DRL algorithms
to energy storage management under challenging tariff environ-
ments: addressing steep net-load ramps caused by photovoltaic
deployment through dynamic pricing [31], and minimizing multi-
component penalty structures that combine peak penalties with
time-of-use costs [16]. However, despite these successes, DRL is
plagued by high sample complexity, training instability, and a ten-
dency to overfit to the training environment [25, 34]. Consequently,
supervised approaches present a promising alternative, combining
the stability of optimization with the inference speed of neural
networks.

2.2 Accelerating Control via Imitation Learning

To bridge the gap between accurate but slow solvers and fast but
unstable learners, recent research leverages IL to compress heavy
offline optimization strategies into lightweight neural policies. In
this paradigm, BC distills expert demonstrations into a feed-forward
network, where the nature of the expert varies: Yin et al. [33] derive
demonstrations from linear programming, Peng et al. [27] from
dynamic programming, and Kumar et al. [21] from heuristic rule-
based controllers.

Beyond pure behavioral cloning, hybrid frameworks utilize IL to
warm-start DRL agents, thereby reducing exploration and training
time significantly, by up to 80 % when linear programming demon-
strations are used [33], and by roughly 52 % when dynamic pro-
gramming demonstrations are used [27]. To address the safety risks
inherent in neural approximations, modern architectures integrate
differentiable projection/optimization layers or post-hoc safety
modules to guarantee physical constraint satisfaction [3, 8, 14].
To mitigate covariate shift, where small errors compound over
long horizons, iterative relabeling methods have been adapted for
stochastic energy control [13, 28].

While these IL methods successfully accelerate inference, they
typically treat the external tariff structure as a static environmental
constant. Consequently, the resulting policies suffer from blind imi-
tation: they memorize fixed temporal patterns rather than acquiring
the underlying economic logic of peak avoidance. This reliance on
absolute timing can lead to significant performance degradation
when utility schedules shift.

2.3 Generalization and Decision-Focused
Learning

The inability of standard BC to generalize across changing environ-
ments is frequently attributed to causal confusion, where agents
learn spurious correlations instead of the causal mechanisms driv-
ing the expert’s decisions [9]. In the broader machine learning
literature, addressing this requires explicitly disentangling invari-
ant causal structure from environment-specific noise to enable
generalization [4, 17]. A complementary line of work conditions
policies on contextual information at inference time, improving
both adaptability and interpretability in sequential decision settings
[10]. More broadly, decision-focused and task-based end-to-end
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learning optimizes predictive components with respect to down-
stream optimization performance by differentiating through the
decision problem [3, 12].

To rectify the misalignment between standard training metrics
like MSE and the actual economic objective, the field is moving to-
ward Decision-Focused Learning (DFL) and end-to-end constrained
optimization [20, 22]. In the energy domain, this misalignment has
been demonstrated empirically [18], motivating approaches that di-
rectly minimize decision regret during training [11, 29]. Innovations
in this space include automated feature engineering for storage
optimization [2], neural optimizers that co-optimize forecasting
and control [19], and perturbed loss functions for differentiability
[32].

Despite their focus on economic alignment, these DFL approaches
primarily target the training of better models for a fixed optimiza-
tion context. They do not address the structural challenge of gen-
eralization to new tariffs without retraining. Our method targets
this gap by combining the inference speed of IL with economic
alignment: conditioning the policy on relative tariff features and
validating on billing metrics enables transfer to shifted schedules
without parameter updates.

3 Method

We propose a novel IL method designed to synthesize control poli-
cies for behind-the-meter BESSs that are both computationally
efficient and capable of handling complex tariff structures. As il-
lustrated in Figure 1, our approach decouples the optimization
challenge into two distinct phases: an offline teacher that solves a
computationally intensive optimization problem with perfect fore-
sight, and an online student neural network that learns to mimic the
teacher’s optimal behavior. This section formalizes the control prob-
lem, the oracle optimization, the tariff-aware student architecture,
and the training procedure.

3.1 Problem Formulation

We model BESS operation as a sequential decision-making process
over discrete time steps t € {0,...,T — 1} with fixed step size At.
Throughout all equations, At carries the unit hours so that power
(kW) multiplied by At yields energy (kWh) directly; the concrete
value is specified in Section 4. The objective is to minimize the
electricity bill, which comprises time-varying energy costs and a
peak-window demand charge, subject to physical constraints and
behind-the-meter operational rules.

3.1.1  System Dynamics and Constraints. The system state at time
t is characterized by the battery State of Charge (SoC) E; (kWh)
and the maximum peak demand observed so far within the utility-

defined peak window, Pfeak (kW). The battery has energy capacity
Emax (kWh) and symmetric power rating Pmax (kW). The uncontrol-
lable building load is denoted by L; (kW). We denote the executed
battery power by u; (kW), where u; > 0 indicates charging and
u; < 0 indicates discharging. The policy’s raw setpoint is denoted
by #; and is mapped to u; by the safety layer in Section 3.3.

The battery energy evolves as

1 _
Ety1=Et + |nenlus]” - q—[ut] At, 1)

dis

471

E-Energy °26, June 22-25, 2026, Banff, AB, Canada

with charging and discharging efficiencies ncp, n4is € (0, 1], and
[-17, [-]~ denoting positive/negative parts. The battery must satisfy

0 < Et < Emax, —Pmax < ur < Pax. (2

The net power drawn from the grid is
id
P?rl =L +uy. (3)

We assume behind-the-meter tariffs that do not compensate ex-
ports. We therefore clamp net grid power to non-negative values,

discarding any export, and denote the result and’damp;

Ptgrid,clamp - max (0’ Pf;rid) =max (0, Ly + uz) . (4)

In the student setting, net exports may occur in Ptgrld but are not
credited (bills and peak accounting use and’damp ), whereas the
teacher additionally enforces non-export feasibility as described in

Section 3.2.

3.1.2  Tariff and Demand Charge Model. The total cost ] over the
billing horizon decomposes into an energy charge Jenergy and a
demand charge Jiemand:

J= Jenergy + Jdemand- (5)

The energy charge accumulates time-varying consumption costs
over all time steps:

T-1
Jenergy = Z Ct Ptgrld,clamp At, (6)
t=0
where c; is the time-varying energy price ($/kWh). The demand
charge penalizes the single highest grid import within the utility-
defined peak window Tpeax:

Jdemand = A+ max {Ptgnd,damp} > (7)
1€ Tpeak

where A is the demand charge rate ($/kW). The peak window 7cax
is a tariff-defined subset of time steps that may vary by time of day,
day of week, and season, depending on the tariff family (Section 4).

Since the demand charge is determined by a single maximum,
decisions are coupled across time: a small deviation during 7peak
can dominate the monthly bill. We therefore track the running peak

state Pfeak as the maximum grid import observed so far only during
peak-window time steps. Formally, the state update is

k id,cl .
{max (Pfea , Ptgrl < amp) . ift € Tpeaks

peak _
P - Ppea.k
t >

t+1

®)

otherwise.

This corresponds to a “peak-window monthly maximum” demand-
charge definition, where off-window imports do not affect the de-
mand charge.

3.2 Teacher: Receding Horizon Control

To generate optimal demonstrations for training, we employ an
MPC teacher with perfect foresight of future loads and prices over
a finite look-ahead horizon H that is truncated at the end of the
billing period. This assumption decouples the imitation target from
forecasting uncertainty and yields supervision signals that serve as
a strong oracle baseline under perfect-foresight information.
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t+1

Figure 1: Schematic method overview: Offline teacher (MPC) generates labels for a student policy and training uses bill-based
checkpoint selection; online inference applies a safety layer and interacts with the BESS environment.

At each time step t, the teacher solves a convex optimization
problem over a look-ahead horizon k € {t,...,t+H—1} and applies
only the first action uy, repeating the process at t + 1 (receding hori-
zon). Here, t denotes the current real-time index, while k indexes
decision variables within the MPC look-ahead window. To ensure
convexity, we relax the signed battery power into non-negative

charging/discharging variables uzh > 0 and ul‘:is > 0 such that
ch

up =up - ugis. Battery dynamics and constraints are enforced over
the horizon, and we enforce non-export feasibility in the teacher
as Pind =L +ug > 0 (hence Plfnd’damp = and for the teacher).

The peak demand charge is handled with an auxiliary decision
variable P™®*, This variable is a single scalar for the current billing
period and represents the maximum grid import within the peak
window. We constrain P™#* to be at least the already incurred
peak Pfeak and to upper-bound all grid imports inside 7peak on
the look-ahead horizon. The objective minimized by the teacher
is the horizon energy cost plus AP™#. To prevent oscillations and
degenerate solutions (e.g., simultaneous charging and discharging),
we add a small quadratic regularization term on battery power (an
£, penalty on 1" and u%55).

3.3 Student: Tariff-Aware Policy Network

The student policy 7y is a lightweight neural network that maps
a feature vector x; to a battery power setpoint #; without solving
an optimization problem or using explicit forecasts. We use a feed-
forward Multi-Layer Perceptron (MLP) with two hidden layers of 64
units each and ReLU activations, followed by a linear output layer
that produces a scalar action. No dropout or batch normalization is
applied. This minimal architecture prioritizes low-latency inference
suitable for embedded deployment.

3.3.1 Tariff-Aware Feature Engineering. A critical challenge in re-
placing MPC with a reactive policy is the loss of explicit look-ahead.
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To compensate, we embed tariff foresight into the observation us-
ing engineered features that are deterministically derived from the
tariff definition and the current time. The student feature vector x;
consists of:

(1) System state: normalized battery energy E;/Emax and the

current running peak Pfeak (scaled by the maximum training
load sz, as described under Feature Scaling).

(2) Load context: current load L;.

(3) Temporal context: calendar scalars (month, day-of-week,
minute-of-day, and month progress as the fraction of the
billing period elapsed).

(4) Tariff context: current energy price c;, an indicator ¥[t €
Tpeak], and time-to-event features: minutes until the next
peak window starts and minutes until the current peak win-
dow ends.

Time-to-event features are normalized by the daily duration
(1440 minutes). To accommodate tariffs with weekday schedules
(e.g., Mon—Fri), non-applicable days are assigned a sentinel value
of 1440 minutes, explicitly encoding the absence of a peak window.

3.3.2  Feature Scaling. To stabilize learning, we scale feature mag-
nitudes to comparable ranges. Let s; denote the maximum load
observed in the training split and s. the maximum energy price
across the training tariffs. We scale L; by sz, ¢; by s¢, and also scale
Pfeak by sp. Calendar features are normalized by fixed constants.

3.3.3  Safety Layer and No-Export Handling. To ensure physical
feasibility, the raw network output i, is passed through a safety
layer that clips the action according to the current E; such that
the implied next state satisfies 0 < E;11 < Emax while also re-
specting |u;| < Pmax. In deployment, we denote the executed (post-
safety) action by u; and compute billing-relevant grid import via
the non-negative clamp defined in Equation 4. We use P;gnd’damp
consistently for energy-charge computation and for updating the
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running peak state, which matches behind-the-meter tariffs that
do not compensate exports.

3.4 Imitation Learning Strategy

We train the student via BC with bill-based model selection: instead
of keeping the checkpoint with the lowest regression error, we peri-
odically simulate the current policy in the battery environment and
retain the checkpoint whose rollout produces the lowest electricity
bill.

3.4.1 Behavior Cloning (BC). We generate a dataset of teacher
demonstrations D = {(x4,u;)} by rolling out the teacher in a
receding-horizon manner and recording the first action at each step.
The student is trained via supervised learning to minimize the MSE:

LO) =By [0 0) - [F]. ©)

3.4.2 Goal-Oriented Policy Selection via Bill-Based Checkpoint Se-
lection. A fundamental challenge in training energy management
policies via regression is the misalignment between the training
loss (MSE) and the true objective (cost minimization). Standard
MSE treats all deviations equally, even though errors during peak-
window periods can cause disproportionate demand-charge penal-
ties.

To address this, we use bill-based checkpoint selection during
training. We additionally track the validation MSE as a diagnostic
for regression fit, but it does not drive checkpoint selection.

Periodically (every N epochs), we run a full roll-out of the cur-
rent student’s policy on previously unseen validation months and
compute the resulting electricity bill using the same evaluation pro-
cedure, including no-export clamping and peak-window demand-
charge computation. We train for a fixed number of epochs and
select the checkpoint with the lowest validation bill.

4 Experimental Setup

This section describes the data, tariff suite, battery configuration,
training protocol, and evaluation metrics. Our goal is to test whether
a tariff-aware IL policy can replace online optimization while pre-
serving bill savings across diverse loads and tariff structures. To
isolate structural generalization, we train on a subset of tariff vari-
ants per family and evaluate on held-out variants.

4.1 Data Selection and Preprocessing

We source load profiles from the NREL ComStock dataset [26], a
physics-based building energy simulation of the U.S. commercial
building stock that provides high-fidelity synthetic 15-minute elec-
trical load traces for over 350,000 modeling archetypes, covering
a wide range of climates, vintages, and end uses. From this popu-
lation we select medium-sized commercial facilities with annual
peak loads between 150 kW and 450 kW. This magnitude targets
the customer class typically subject to hybrid tariffs combining
TOU energy prices with peak demand charges. To ensure diversity
across building function and geography, we select five archetypes
(warehouse, standalone retail, medium office, full-service restau-
rant, and primary school) and draw five buildings per archetype via
k-medoids clustering on floor area, average load, and climate zone
across seven U.S. states spanning four ASHRAE climate zones (24,
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3A, 3B, 5A), yielding 25 evaluation sites in total. The selected build-
ings exhibit substantial load diversity: mean loads range from 96 to
112 kW across archetypes, annual peaks span 151-425 kW, and load
factors vary from 0.22 to 0.54 (overall mean: 0.38 + 0.10). All pro-
files cover the year 2018 at 15-minute resolution. Although these
profiles align physically with specific commercial rates, we em-
ploy a generalized synthetic tariff suite for evaluation to isolate the
core interaction between time-dependent pricing and peak-event
penalties without artifacts of specific historical rate sheets.

Month-Wise Splits. We split the year into disjoint training, valida-
tion, and test months to avoid leakage across time. Training months
are {1,4, 6, 7, 10, 12}, validation months are {3, 9}, and test months
are {2,5,8,11}.

4.2 Tariff Structure

To test generalization across structurally diverse tariff designs, we
construct three tariff families that share a common demand-charge
mechanism but differ in schedule complexity and pricing logic. All
tariffs use a monthly billing horizon with two cost components:
TOU energy charges and a demand charge based on the peak im-
port within a tariff-defined window. All peak windows apply to
weekdays only (Mon-Fri). The demand charge rate is A = 15 $/kW
across all families. Each family contains four variants plus, for the
peak-shift family, a flat-price confound arm, yielding 13 tariffs in
total. Within each family, variants 1 and 2 serve as training tar-
iffs; variants 3 and 4 are held out for Out-of-Distribution (OOD)
evaluation.

Peak-Shift Family (P). Variants P1-P4 share two-level TOU en-
ergy prices (off-peak $0.10/kWh, peak $0.20/kWh) and differ only by
the weekday peak window: P1 uses 07:00-11:00, P2 uses 11:00-15:00,
P3 uses 15:00-19:00, and P4 uses 17:00-21:00. A fifth variant, P3qy,¢,
retains the demand-charge window of P3 but replaces the TOU
price with a flat rate of $0.10/kWh, isolating the demand-charge
signal from energy arbitrage.

Seasonal-Window Family (S). Variants S1-S4 share the same two-
level energy prices as the P family but introduce season-dependent
peak windows. Three seasons are defined (winter: Jan-Feb, Nov—
Dec; shoulder: Mar—-May, Oct; summer: Jun-Sep), each with its own
daily peak window. Across variants, peak windows shift by up to
three hours per season, testing whether the student generalizes to
calendar-dependent schedule changes.

Tiered-TOU Family (T). Variants T1-T4 extend the pricing struc-
ture to three energy-price tiers (super-off-peak, off-peak, peak) with
prices ranging from $0.08 to $0.32/kWh. Peak windows and tier
boundaries vary across variants, testing generalization under richer
price gradients.

Training Protocol. For each family, we train a separate student
model on training variants 1 and 2 only. All held-out variants are
evaluated without retraining.

4.3 System Simulation

We simulate a behind-the-meter BESS that can charge and discharge
to shape the grid import. The simulation step size is At = 15min =
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0.25 h. Charging and discharging efficiencies are set to 1., = ngis =
0.95.

Battery Sizing and Power Limits. We parameterize the BESS sep-
arately for each building using only the training months to avoid
using information from the evaluation period. We set the energy
capacity Emax to the maximum energy consumed over any contigu-
ous 4-hour window in the training months, using a simple heuristic
motivated by duty-cycle sizing concepts [15]. We set the power
limit to Pmax [KW] = Emax [kWh]/1h, corresponding to a 1C-rate
system.

Initialization and Month Boundaries. At the beginning of each
monthly rollout, we initialize the battery at 50% SoC. Demand
charges are month-specific, so the running peak state is reset at the
start of each month.

4.4 Model Training

We follow the IL workflow described in Section 3. We generate
expert demonstrations using a receding-horizon MPC teacher with
perfect foresight over its optimization horizon and train a student
MLP policy by supervised learning on the teacher actions.

Teacher Configuration. The teacher uses a look-ahead horizon
of H = 672 steps, corresponding to 7 days at 15-minute resolution.
We add a small quadratic regularization on charge and discharge
power with weight 1073 to discourage simultaneous charging and

discharging.

Behavior Cloning Hyperparameters. We train BC for up to 200
epochs with batch size 256, learning rate 3 - 10~%, and weight decay
10~*. Bill-based model selection (Section 3.4) is performed every
10 epochs via closed-loop rollouts on the validation months; the
checkpoint with the lowest validation bill is retained.

Forecast Robustness. To probe sensitivity to the perfect-foresight
assumption, we additionally evaluate teacher demonstrations gen-
erated under autoregressive load-forecast noise. We choose an au-
toregressive noise model because empirical studies of day-ahead
load forecasts report strongly serially correlated errors, with lag-
one autocorrelation coefficients exceeding 0.9 at hourly resolu-
tion [30]. Following the established practice of approximating this
structure with a first-order Markov process [24], we corrupt the
teacher’s load input with an AR(1) process & = p €;—1 + w¢, where

— 2\
Wy ~ N(O, (Urel -|L| - 1= pz) ), |L| denotes the mean absolute

load, and the scaling ensures that the stationary standard devia-
tion equals oy - i regardless of p. The perturbed load is clamped
to non-negative values. We set p = 0.8, a deliberately conserva-
tive choice relative to empirically reported values; this yields a
correlation half-life of roughly three time steps (approximately
45 minutes at 15-minute resolution). We test three noise levels
(orel € {0.05,0.10,0.20}), corresponding to 5 %, 10 %, and 20 % of the
mean absolute load. The student is always trained on clean, perfect-
foresight labels; only the teacher’s planning input is degraded at
evaluation time.
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Feature Ablations. To quantify the contribution of individual
tariff features, we train ablated variants that remove (i) the time-to-
boundary signals, (ii) the peak-window indicator, and (iii) all tariff
features (replacing them with a calendar index). Each ablation uses
the same training configuration as the full tariff-aware model.

4.5 Evaluation

We benchmark against four baselines:

o No-storage baseline: the uncontrolled status quo without bat-
tery dispatch.

o Tariff-agnostic student: trained without explicit tariff features,
using only calendar and load context, to isolate the value of
tariff-aware feature engineering.

o Rule-based heuristic: receives the same tariff features as the
student (peak-window indicator, time-to-boundary, energy
price) and follows a deterministic threshold policy with three
modes. Outside the peak window, the battery pre-charges at
maximum rate when the window onset is imminent. Inside
the peak window, it discharges to shave load above a thresh-
old 0, set to the median of daily peak-window load maxima
observed during the training months. At all other times the
battery idles.

o MPC teacher: oracle upper bound under perfect foresight.

We evaluate in closed loop over complete months, because the
demand charge depends on the peak import within the peak win-
dow over the billing period. For each month and tariff variant we
compute the total bill J and its components Jenergy and Jqemand- All
key metrics, including bill savings, peak reduction, and optimality
gap, are reported with standard deviations across the 25 buildings
to quantify per-site variability.

5 Results

We evaluate whether tariff-aware IL can replace online optimization
while generalizing to OOD demand-charge schedules. All student
policies are trained on variants 1 and 2 of each tariff family and
evaluated without retraining on held-out variants 3 and 4 as well
as the flat-price confound P3g,;. Unless stated otherwise, we report
means and standard deviations across all 25 buildings.

5.1 Aggregate Bill Savings Across Tariff Families

Figure 2 shows per-building bill savings on the held-out tariffs for
each tariff family (the confound arm P3g,, is excluded from Peak-
Shift family aggregates throughout this section unless stated other-
wise). Tariff-aware BC achieves mean savings of 15.2 + 4.7% (Peak-
Shift), 14.6 +4.3% (Seasonal-Window), and 12.0+6.4% (Tiered-TOU),
closing 62-66% of the oracle MPC gap. The tariff-agnostic base-
line barely exceeds the no-storage reference (0.1-0.8%), confirming
that without explicit tariff context the student fails to transfer. In
contrast to the tariff-agnostic baseline, the rule-based heuristic
does receive the same tariff features as the tariff-aware student, yet
reaches only 5.8 + 3.3% (Peak-Shift), 6.4 + 4.0% (Seasonal-Window),
and 4.0 + 2.5% (Tiered-TOU), less than half the learned policy’s
savings. Per-building variance is moderate: even the weakest site
achieves positive savings under all three families when tariff-aware
features are present.
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Figure 2: Per-building bill savings on held-out tariffs by
model and tariff family. Boxes span the interquartile range
across 25 buildings; whiskers extend to the 5th and 95th per-
centiles.
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Figure 3: Bill savings on held-out tariff variants (3—4 and
P3f.t)- Error bars denote +10 across 25 buildings.

5.2 Per-Tariff Transfer

Figure 3 decomposes savings by individual tariff variant. Within
the Peak-Shift family, the held-out variants P3 and P4 yield 15.0 +
4.7% and 15.3 + 4.8%, confirming successful transfer across shifted
peak windows. The confound arm P3g; still achieves 10.1 + 3.8%,
indicating that savings are driven primarily by demand-charge
management rather than energy arbitrage. Across the Seasonal-
Window family, S3 and S4 yield 13.8 + 4.6% and 15.3 + 4.1%. In the
Tiered-TOU family, T4 achieves 16.8 + 4.4%, while T3 represents
the hardest case (7.1 + 3.8%).

5.3 Cost Decomposition

Figure 4 decomposes the average monthly bill on the held-out
tariffs into Jenergy and Jgemand for each controller. Energy costs are
comparable across all methods because all controllers face the same
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TOU price signal. The dominant source of savings is the demand
charge: tariff-aware BC reduces Jjemand by roughly 40% relative to
the no-battery baseline on P3, while the MPC teacher achieves the
largest reduction of approximately 67%.

5.4 TForecast Robustness

A key assumption is that the MPC teacher has perfect load fore-
casts. In practice, forecast errors are unavoidable. Figure 5 eval-
uates the teacher under AR(1) load-forecast noise at three levels
(07e1 € {5%, 10%, 20%}); the student is unaffected because it uses no
forecasts at inference.

The teacher degrades sharply: at 5% relative noise, savings drop
from 23.9% to 5.1% on Peak-Shift, from 23.6% to 5.6% on Seasonal-
Window, and from 18.3% to 5.5% on Tiered-TOU. In contrast, the
tariff-aware student is unaffected by teacher forecast quality at
deployment, since it learns a reactive, state-conditioned policy. At
5% noise and above, the student surpasses the teacher across all
three families.

5.5 Feature Ablation

To quantify the contribution of individual tariff features, we train
ablated model variants on the same data and compare savings on
held-out tariffs (Figure 6). The ablations are:

o All features: Full tariff-aware model including peak-window
flag, time-to-boundary signals, and energy price alongside
calendar and load context.

¢ No time-to-boundary: Removes the minutes-until-window-
start and minutes-until-window-end signals, which provide
anticipatory lookahead about upcoming peak windows.

o No peak-flag: Removes the binary peak-window member-
ship indicator K[t € Tpeak], the primary signal for whether
the current interval contributes to the demand charge.

e Time-only: Removes all tariff and price features, retaining
only calendar indices (month, day-of-week, minute-of-day)
alongside load and state context. Unlike the tariff-agnostic
baseline (Section 5), this variant retains calendar features,
isolating their contribution from tariff-specific signals.

Removing the time-to-boundary signals reduces savings by 0.5 pp
on Peak-Shift and 0.9 pp on Seasonal-Window; on Tiered-TOU
the difference is negligible (< 0.1 pp). Removing the peak-window
flag has the largest effect on Tiered-TOU (—2.1 pp); on Peak-Shift
(—0.3 pp) and Seasonal-Window (—0.2 pp) the effect is small. The
time-only baseline retains only 0.3% savings on Peak-Shift, 0.6%
on Seasonal-Window, and 2.4% on Tiered-TOU, compared with
15.2%, 14.6%, and 12.0% for the full model, confirming that calendar
features alone do not enable transfer to shifted schedules.

5.6 Bill-Based Checkpoint Selection

Our training objective minimizes action-level MSE, but the de-
ployment objective is the monthly electricity bill. Because demand
charges depend on a single peak within the peak window, small ac-
tion errors during critical intervals can cause disproportionate cost
increases, making MSE a potentially misaligned selection criterion.

Figure 7 shows the average monthly validation bill and valida-
tion MSE across epochs, aggregated over all 25 buildings and three
tariff families. The MSE curve (right axis) decreases monotonically,
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Figure 4: Cost decomposition on held-out tariffs across all three families. Each bar shows the average monthly bill split into
Jenergy (lower segment) and Jgemand (upper segment), computed across 25 buildings.
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Figure 5: Bill savings as a function of teacher forecast-noise
level. The MPC teacher (red) degrades sharply with even
moderate load-forecast noise, while the tariff-aware student
(blue band) is invariant because it does not rely on forecasts at
inference. Panels show the three tariff families; error bands
denote +10 across 25 buildings. The confound arm P3¢, is
excluded from Peak-Shift family aggregates.

while the bill cost (left axis) reaches a broad minimum in the epoch
30-60 range and then rises, creating a clear divergence. The dashed
lines mark the mean per-building bill-optimal epoch (58) and the
mean MSE-optimal epoch (192); because individual buildings reach
their optima at different epochs, the mean of the per-building op-
tima does not coincide exactly with the minimum of the aggregated
curve. Selecting the checkpoint by lowest MSE instead of lowest bill
reduces realized savings by 2.3-5.0 percentage points depending on
the tariff family (Tiered-TOU: 2.3 pp, Peak-Shift: 3.8 pp, Seasonal-
Window: 5.0 pp), corresponding to a relative loss of 19-34% of the
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Figure 6: Feature ablation: bill savings on held-out tariffs un-
der progressive removal of tariff features. Error bars denote
+10 across 25 buildings. The confound arm P3g,; is excluded
from Peak-Shift family aggregates.

bill-selected savings. This gap is consistent across sites: averaged
over all families and tariffs, every one of the 25 buildings individ-
ually favours the bill-selected checkpoint (per-building mean gap
3.7pp, IQR [2.8,4.7] pp, range [0.6,7.5] pp), confirming that the
effect is not driven by a few outliers.

Figure 8 provides an operational explanation for this divergence.
The bill-selected checkpoint discharges more aggressively during
the peak window (red shading), maintaining a lower SoC through
active demand-charge management. The MSE-selected checkpoint,
trained longer, adopts an overly conservative strategy that keeps
more energy in reserve and misses economically critical discharge
opportunities. The cumulative daily bill (bottom panel) shows that
the bill-selected checkpoint incurs slightly higher energy costs dur-
ing off-peak hours but achieves a lower end-of-day total through
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Figure 7: Validation bill cost versus validation MSE across
training epochs, averaged over all 25 buildings and three tar-
iff families. Dashed lines mark the mean per-building check-
point selected by each criterion. The mean bill-optimal epoch
(58) diverges substantially from the mean MSE-optimal epoch
(192).

more effective peak shaving, confirming that economic model se-
lection yields a net cost advantage.

5.7 Variation Across Building Archetypes

Performance varies moderately across the five building archetypes.
Schools achieve the highest savings (16.4% on Peak-Shift, 15.4%
on Seasonal-Window, 13.6% on Tiered-TOU). Restaurants show
the widest performance spread across families (16.4% on Seasonal-
Window but 11.4% on Tiered-TOU). Warehouses, offices, and retail
buildings cluster between 10.6% and 15.5%, with the teacher consis-
tently capturing 16-25% across all archetypes and families.

5.8 Computational Cost

The MPC teacher requires a median of ~40 ms per Gurobi solve
call at each 15-minute decision step, with the 95th percentile reach-
ing ~47 ms. In contrast, a forward pass through the student MLP
takes approximately 0.1 ms, a speedup of roughly 400x. This makes
the learned policy viable for deployment on low-cost embedded
hardware.

6 Discussion

The results show that tariff-aware IL enables robust transfer of
peak-management behavior to unseen demand-charge schedules
across three tariff families and 25 commercial buildings. This section
interprets the findings and their implications.

Tariff Awareness as a Structural Prerequisite for Transfer. The
central challenge is that the monthly bill is dominated by a single
peak within a tariff-defined window, creating long-range tempo-
ral coupling. A learner relying on calendar features memorizes
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Figure 8: Average daily battery profiles on held-out tariff P3
for the bill-selected versus MSE-selected checkpoint, aggre-
gated across all buildings in the evaluation set. Top: charge
and discharge power. Middle: SoC. Bottom: cumulative daily
bill. Red shading indicates the peak-window period.

when the teacher discharges. Conditioning on relative tariff fea-
tures transforms the problem from schedule memorization to learn-
ing a reusable rule: preserve energy for critical intervals and dis-
charge when the demand peak is at risk. The ablation study (Sec-
tion 5.5) confirms that each tariff feature contributes to transfer,
with calendar-only variants collapsing to near-zero savings. That
the rule-based heuristic captures only about 40% of the learned
policy’s savings despite receiving the same features indicates that
the MLP acquires dispatch strategies beyond simple threshold rules.

Tariff-Agnostic Deployment as an Operational Hazard. The tariff-
agnostic baseline achieves only 0.1-0.8% mean savings on held-out
tariffs. More critically, 44% of individual building—-tariff combina-
tions yield negative savings, reaching —4.9% in the worst case. A
tariff-agnostic controller deployed under a shifted schedule there-
fore does not merely forfeit savings but can actively raise costs.

Forecast Robustness Inverts the Teacher-Student Hierarchy. The
mechanism behind the teacher’s sharp degradation under forecast
noise (Section 5) is inherent to demand-charge optimization: be-
cause the penalty is determined by a single monthly maximum, the
optimizer must correctly identify and shave the true peak interval.
Under noisy forecasts, the MPC expends finite battery capacity on
forecast artifacts that do not materialize, leaving insufficient energy
to shave the actual peak when it occurs. The student, reacting to
the current state without forecasts, is immune to this failure mode.
This suggests that under realistic forecast uncertainty a reactive
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learned policy can outperform a planning-based controller whose
advantage depends on forecast quality.

Economic Alignment in Model Selection. The consistent gap be-
tween bill-optimal and MSE-optimal checkpoints (Section 5.6) is
positive for every one of the 25 buildings. The operational cause is
that longer-trained checkpoints adopt conservative strategies that
keep the battery charged through the peak window rather than
actively shaving demand (Figure 8). Because the demand charge
is determined by a single monthly maximum, uniform MSE un-
derweights the few intervals that dominate the bill, making it a
misaligned proxy for policy quality in this setting.

Remaining Gap to the Oracle. Under perfect foresight, a gap to
the MPC oracle remains. Under realistic forecast noise, however,
this gap narrows or inverts. The practical question is not whether
the student matches the oracle, but whether it exceeds a realistically
imperfect optimizer, and the evidence suggests it does above 5%
noise.

Implications for Commissioning Workflows. Consistent transfer
across all three families suggests a viable commissioning model:
train once on a family of variants, then deploy new sites by pro-
viding a structured tariff description at runtime. Combined with
the large inference speedup documented in Section 5, this makes
tariff-aware IL a practical candidate for scalable BESS deployment.

7 Limitations

Our work is subject to several limitations.

Tariff Scope. We evaluate three synthetic tariff families that iso-
late peak-window shifts, seasonal changes, and tiered pricing. Real
tariffs include demand ratchets, coincident peaks, and holiday ex-
ceptions that introduce structural shifts not covered here. Results
therefore characterize transfer within each family rather than across
arbitrary tariff changes.

Teacher Assumptions. The MPC teacher uses perfect foresight,
making it a strong oracle but an optimistic reference. The teacher
labels used for training originate from perfect foresight; training
on labels from a noisy teacher may yield different student behavior.
However, when historical load data are available, a site operator
can train the student directly on realized teacher trajectories, which
removes the need for a noisy-teacher pipeline entirely.

Bill-Based Model Selection. Our checkpoint selection evaluates
closed-loop bills on two validation months. This may be sensitive
to atypical load patterns and could implicitly favor the validation
tariff schedule. Although the bill-selected checkpoint consistently
outperforms the MSE-selected alternative across all 25 buildings
and three families, a broader validation set or ensemble selection
could further stabilize the procedure.

Generalization Across Sites and Years. The evaluation uses 25 Com-
Stock building profiles from five archetypes and a single year. While
this covers diversity in building function and geography, it does
not capture multi-year occupancy changes, electrification trends,
or climate shifts.
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Single-Asset Scope. We control a standalone BESS without co-
optimization of Photovoltaic (PV), flexible loads, or demand-response
contracts. Commercial sites increasingly combine these assets, and
interactions between them (e.g., solar self-consumption reducing
peak demand) may alter the value of tariff-aware dispatch. Extend-
ing the approach to multi-asset settings remains open.

8 Future Research

We highlight directions that extend the core idea of explicit tariff
representation and economic alignment.

Machine-Readable Tariff Interfaces. Our method requires the tar-
iff schedule as a structured input, currently specified manually. Au-
tomating extraction from utility rate sheets, for instance through
large language model assisted parsing into machine-executable
representations, would eliminate the remaining manual step.

Richer Tariff Structures. Real tariffs combine demand ratchets,
coincident peak charges, holiday exceptions, and multi-month cou-
pling. Extending the observation design to represent these depen-
dencies would clarify the boundary between what tariff-aware
conditioning can generalize and what requires retraining.

Decision-Aligned Training. Our checkpoint-selection results show
that regression error misaligns with the billing objective. Train-
ing with differentiable billing surrogates or DFL-style losses that
directly optimize downstream cost could replace heuristic check-
point selection. A complementary path is to use tariff-aware IL as
initialization for DRL fine-tuning, reducing exploration cost while
closing part of the oracle gap [33].

Robustness Guarantees. The poor transfer of tariff-agnostic con-
trollers suggests that robustness should be treated as a safety prop-
erty. Future work could formalize certified bounds guaranteeing
that a policy does not increase demand charges relative to a no-
storage baseline under a specified set of tariff perturbations.

9 Conclusion

This work demonstrates that tariff-aware feature engineering en-
ables neural policies to generalize across shifting demand-charge
peak windows without retraining. Evaluated on 25 commercial
buildings across three structurally distinct tariff families, one BC
policy per family, each trained on only two tariff variants, transfers
to held-out schedules and closes 62-66% of the oracle MPC gap. Un-
der forecast noise of 5% and above, the reactive student surpasses
the teacher, showing that forecast-free policies can outperform
planning-based controllers when forecast quality degrades.

The core insight is methodological: structure that appears implic-
itly in training data must be made explicit in the policy representa-
tion to enable generalization under structural shifts. We instantiate
this through tariff-aware feature engineering that decouples the
policy from fixed schedules, and bill-based checkpoint selection
that aligns model selection with the deployment objective. Both
components are essential: without tariff features, transfer collapses;
without bill-based selection, significant savings are forfeited.

For practitioners, tariff-aware IL provides an economically viable
alternative to site-specific optimizers. A single pre-trained policy
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can be deployed by specifying tariff terms at runtime with orders-of-
magnitude faster inference, reducing the engineering barrier that
currently limits storage adoption. For researchers, the work opens a
direction toward richer tariff representations and decision-aligned
training objectives.
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